
Richard Bright: Can we begin by talking about your background and what made you take up 

philosophy, and in particular your interest in neuroscience? 

Patricia Churchland: I was fundamentally interested in the nature of the mind, and how we work: 

that is, how we see, how we reason, make decisions, and so forth. I figured, when I was an 

undergraduate, that philosophy was likely to be a rewarding and provocative way to approach the 

nature of the mind. Unfortunately, in the second half of the twentieth century, philosophy was 

actually more interested in analysing concepts (talking about words, you might say) than in 

understanding the nature of things. So, by the time I’d really gone through my education in 

philosophy, I came to realize that if I wanted to understand the nature of, for example, decision 

making, that  I needed to understand as much as was known in psychology and also within 

neuroscience. It was that belated realisation, namely that neuroscience was crucial in coming to 

understand the nature of the mind, that prompted me to go to the University of Manitoba medical 

school and learn everything I could about the brain. 

RB: So how, in the light of recent discoveries and ongoing discoveries, does the concept of 

consciousness need revising? 

PC: one of the things we know from the history of science is that the concepts employed in the early 

stages of any science, whether it’s a science about fire, the elements, or the nature motion, the 

concepts are always rough and ready; they’re what we use everyday to get around. 

Consequently,  as the science proceeds it’s not unusual for concepts to change as the data change. 

Concepts get modified and refined to reflect new knowledge.  It is not unreasonable to expect that 

this will be true also of the concept of consciousness. It is a rough and ready, imprecise concept, but 

one which can be modified as knowledge advances. We need to bear in mind that there have always 

been significant cultural differences regarding what we understand by ‘consciousness’. Visual 

awareness is prototypical, but what about vestibular or kinaesthetic awareness? Or awareness of the 

unfamiliar or awareness of confidence in a judgment?  “Consciousness” is a concept that is not 

precise in the way that “protein” or “cranial nerve”” is quite precise. But, that’s fine, that’s just 

normal, and for many purposes, the existing concept does the job it is needed to do.  On the other 

hand, because there is so much to be discovered about how the brain works, and in particular how it 

produces conscious experience, we should be prepared for factual surprises that provoke conceptual 

modifications.. Old philosophers will resist the changes, calling them “category errors” or some such. 

But the young will easily and eagerly adapt. 

RB: In your view, how does the brain maintain the mind? 

PC: Well, that’s a very complicated question and in all honesty one must say we do not know very 

much yet.  Still there is progress, and in the progress we can see avenues opening up. One area of 

research that has yield remarkable insights into how the brain represents concerns the hippocampus 

and related structures. Brains, at least mammalian brains with a hippocampus, organise spatial 

information into grids, and they can replay spatial routes offline, for example when the brain is in 

deep sleep. This is really important because it offers us a clue about stimulus-independent cognition. 

Epistemologists should be dancing in the streets, in my view. Additionally there are cells that 

respond to a particular place in the animal’s environment, and with exploration of new 

environments, new patterns of place cells emerge. The animal learns to navigate its spatial world, 

and we can see from the activity of specific cell groups what it is for the brain to represent a spatial 

route.  So, spatial memory is something that has advanced in profoundly interesting ways in the last 

three or four decades. Much remains puzzling, such as exactly how path integration is achieved by 

the hippocampus, but that knowledge now looks reachable with research. And consciousness of 



such information may be a big part of the story as well. So that research gives us a sense of 

excitement about understanding other kinds of representation.  And it should not be scoffed at by 

philosophers as insufficiently cognitive or high falutin. That is because spatial knowledge could well 

be the platform for many other kinds of knowledge,. A different domain where we see exciting 

progress concerns decision-making. . Exercise of this capacity clearly involves structures in the front 

of the brain, as well as subcortical structures such as the basal ganglia.  In a decision-making 

problem, we can detect that consequences are envisaged, values are calculated, norms are 

recognised, evidence tracked and so forth. It is complicated, but it is not magical. Self-control is a 

related domain where neuroscience is pushing back our ignorance. 

RB: Is there a “hard problem”? 

PC There are many hard problems about the brain. There are many, many things that are really not 

well understood, especially at the level of neural networks. One problem in particular that fascinates 

me concerns how information is integrated and coordinated across rather wide neural regions with 

the result  that decisions are made, appropriate movements are executed – movements of eyes, 

head, limbs, and so forth. If there were a homunculus doing the coordinating, I suppose we might be 

less amazed, but there is no inner conductor. There are just neurons -- wonderful, organized, 

adaptable neurons.   Somehow, the brain, by virtue of its organisation manages coordination in a 

very, very sophisticated way. Such coordination is not unique to mammals of course.  We see it even 

in the humble fruit fly or a leech. So coordination of across neuronal networks is a very hard 

problem. Concerning consciousness, some progress has indeed been made, so that we have useful 

clues about the mechanisms governing the transitions between being awake and being asleep, 

about the regulation of neuronal activity during  top-down attention, about what happens when we 

are given an anaesthetic such as propofol and become unconscious.  And if I may toot the horn of 

hippocampus research again, it is entirely possible that we will see a breakthrough on awareness 

from there as well. Progress notwithstanding, there is still much we do not understand about the 

mechanisms of consciousness, but the very fact of significant progress should give the neuro-

naysayers some pause.  . 

RB: We’re in the beginning, the early stages, as you say. 

PC: We really are. Hence it is absurd when philosophers argue that since neuroscience has not yet 

explained the mechanisms producing consciousness, it never will. Here again the history of science is 

so important because it provides perspective.  Reading the history, you come to appreciate how 

puzzling diseases and reproduction and the function of the heart seemed to people, how puzzling 

was heat and the cosmos and the movement of the Earth and the nature of matter. In physics and 

chemistry, it took a long time for puzzles about nature to get sorted out. Neuroscience has really 

only had powerful techniques for understanding the brain since about 1970. All too often, prevailing 

assumptions – quite reasonable assumptions for the time, were huge obstacles to understanding the 

reality. Consider a phenomenon such as reproduction. In medieval times, the very clever monk 

Albertus Magnus puzzled long and hard over this question: ‘Are mice, which come into existence by 

spontaneous generation from rags and dust, are they the same species as mice that come into 

existence from reproduction?’ Now, that’s not a question we worry much about anymore, because it 

was the wrong question altogether. But, he was a really, really smart guy, and yet the prevailing 

assumptions colored his questions, for they seemed utterly reasonable.  There are many such 

cautionary tales from the history of science. And these tales provoke in my brain the possibility that 

certain assumptions we conventionally rely on concerning the nature of consciousness may be 

equally confused. 



RB: Much research has gone into the hunting for the neural correlates of consciousness. Do you 

think they will all be found at some point in the future? And, if so, how do they account for prior 

knowledge of shape perception? 

PC: One point to emphasize is that finding correlates of anything is not equivalent to finding 

causation, though correlates may be an important clue. Neuroscientists are happy to get started by 

nailing down correlates for a kind of mental state, but ultimately the pressing question is, what are 

causal factors? What are the mechanisms whereby, in waking up from deep sleep, the changes in 

activity in the thalamus and cortex result in a change of conscious state? Finding correlates is really 

only the merest beginning of tracking down mechanism, but it is an important beginning 

nonetheless. Researchers such as Michael Graziano and Stanislas Dehaene have explored in a very 

meaningful, experimental way, the difference between being aware of something perceptually when 

the stimulus is there, and not being aware of it even though the stimulus is present. Attention is 

surely, as Graziano emphasizes, a crucial aspect of conscious experience.  When we are paying 

attention to an oncoming car, for example, we’re very aware of the car, but we are unaware of 

various surrounding stimuli such as the neighbour waving across the street. Exploring what happens 

in the brain when attention is focused on one feature but not another is likely to be crucial in 

understanding consciousness. 

A point worth dwelling on is that we know quite a bit about individual neurones and their 

properties; they spike, sometimes in highly regular patterns, they release neurotransmitters, they 

grow synapses, they snuff synapses. At the systems level, using techniques like functional magnetic 

resonance imaging, we also know quite a bit, at least relative to what we knew a mere 20 years ago. 

Where there is a huge gap in our knowledge is at the network-level. This not a trivial gap. Neural 

networks, and how they are wired,  are absolutely critical for producing complex effects, like being 

aware of the face of Queen Elizabeth, or being aware of the motion of a horse in 3-D depth. The 

difficulty we are facing in neuroscience right now, and I think this has been very well articulated by 

many European as well as American neuroscientists, is that we have to limited techniques for 

accessing that huge expanse of middle territory where neural networks ply their trade. We know 

rather little about exactly how and what networks do. There will be technological progress, and 

making such progress is the aim of much research. 

RB: Historically, conceptions of the brain have included various mechanical devices, telephone and 

telegraph metaphors and, currently, the model of the computer. Does the brain ‘behave’ like a 

computer, or is it a computer? 

PC: I don’t want to sound like a semantic nitpicker, but it depends on what you mean by 

‘computation’. Brain are in the information business, is some sense or other, and they do manipulate 

information to get things done. Nevertheless, brains are not very much like a familiar electronic 

computer. One huge difference is that brains change structurally through development. From birth 

to about age 12, the brain grows in size by a factor of about 5. In the human brain, there are about a 

million synapses created per second in the first four years of life; that modifies structure. Typical 

digital computer do not do anything like that. Additionally, in nervous systems there is no clean 

separation between what’s memory and what’s processing; the processing and the learning are all 

part of the same thing. Not so for digital computers. Note as well, that your computer is a digital 

device, brains mostly are not.  Moreover, the concept of software really gets no traction at all in 

nervous systems. So, the differences between nervous systems and manufactured computers are 

significant. To fail to acknowledge these differences is to lead yourself down an unproductive rabbit 

warren. 



On the other hand, we realize that brains perform many kinds of computation., such as comparing 

the input from the two retinas and producing a single 3-D image in vision, as when you open both 

eyes and look at the scene. We are not certain how that computation goes, but there is no harm in 

calling the achievement a computational achievement. Many of the fascinating visual illusions 

studied by psychologists make us realize that the brain is computing a result based on background 

lighting and its effect on color. For another obvious example, estimates of distance and its effect of 

perceptual size judgments involve computation. This is the imprecise but important background idea 

that Terrence Sejnowski and I had in mind long ago when we wrote The Computational Brain (1992). 

My own view is that the desktop computer, or the standard digital computer, can inspire us to think 

about computational strategies that might be used by the brain but, on the other hand, brains are 

very, different from digital computers. 

One hugely important development in evolutionary neuroscience in the last 10 years has been the 

appreciation of how very, very conserved are the principles of nervous system function, and how 

very conserved are the neurochemicals, and even pathways and basic forms of organization. 

Consequently, understanding computation in nervous systems has been informed by evolutionarily 

ancient organisms, such as the fruit fly and the zebra fish. 

RB: Basically, it’s a helpful metaphor for a start? 

PC: As a start, yes. The other thing that people often mention in this context is how fault-tolerant 

nervous systems are, especially during development. In early life you can lose a chunk of cortex and 

the great thing about biology is that the nervous system will accommodate itself to that damage and 

cover, or at least find new ways of performing the task. My desktop computer is not like that; if 

there’s a glitch, the whole thing shuts down. But, I can lose a little bit of visual cortex and maybe 

there will be a part of my world that I can’t see, but I can still write, I can still talk, I can still hit a 

tennis ball, and so forth. The fault-tolerance is also something that makes us look at the problem as 

fundamentally a biological problem. I’m emphasising that because there are mathematicians and 

physicists who think of brain computation as essentially a mathematical problem. They may take this 

approach in addressing the nature of consciousness or the nature of memory storage and retrieval. I 

tend to think that may be misguided.  I suspect biology has to be understood in its own terms 

because evolution works in very unpredictable and surprising ways. Sometimes an engineering 

approach can just really frustrate us, yet it is also true that other times, very broad engineering 

ideas, about control for example, can be very enlightening. And we certainly need the math to figure 

out the computations. We muck on. 

RB: I’m thinking of your book Brain Trust, and the question is, are we hard-wired to care? 

PC: That’s a hard question to answer. In general, there are interactions between gene expression 

and the environment, so it is always pertinent to ask about the relationship, not to assume that a 

phenotypic effect is either genetic or acquired.  Absent either the genes or the specifics 

environment, the phenotype is different. In the case of caring for others, the interaction between 

gene expression and environment seems to be crucial. For example, consider an infant rat who is not 

licked and cuddled, even though it may be fed and kept warm etc. Its social brain develops very 

differently from the brain of a rat pup that is with the mum, licked and snuggled. The outcome of the 

different rearing patterns is quite interesting in that, it affects the social behaviour. Michael Meaney 

in, Canada, has found that rat pups separated from their mums end up as adults with much higher 

levels of stress hormones, and probably have changes in their serotonin levels as well. Does it 

happen in humans that if the infant is neglected and unloved then that results in differences in the 

brain? Some researchers believe the evidence does indeed point that way. So, I’m sorry to give you 
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such a long-winded answer to your question, but it isn’t exactly that we’re hard-wired. The point is 

that, in normal development, if infants are loved and cuddled and not neglected and abused, then 

they are likely to develop normal patterns of caring for others and of bonding to others -- to parents, 

to family, and later, to friends and mates. 

RB: I remember, quite a few years ago, Colwyn Trevarthen, talked about his studies looking into 

mother/child relationships, from birth to up to six months of bringing up a child and how that 

changes their brain behaviour, modifies their brain behaviour in later life; if there’s a bonding with 

the mother, or there’s eye contact, or whatever. 

PC: Yes, early nurturing is extremely important and thr evidence indicates that in that depending on 

the environmental, there are changes in gene expression. Certain genes get expressed if you are in 

the cuddling, nurturing environment that don’t get expressed if you’re not. What that means is that 

you can’t say that that an outcome in behaviour is owed just the genes, or owed just to the 

environment. You have to pay attention to the really important interaction between genes and 

environment. 

RB: Is this what you mean by the neuro-biological platform of bonding? 

PC: Yes, and to repeat, there is quite a lot of evidence for the importance of early nurturing. There is 

a biological basis for attachment – this is particularly true in mammals and birds – between the 

infant and the parent, and this is mediated by certain neurochemicals, oxytocin being one, but 

serotonin, the stress hormones and the opioids are also clearly important. The feeling of well-being 

and safety, and  the feeling of pleasure that are experienced by the infant and the parent, involve all 

of these neurochemicals, though the nature of the mechanisms are not well understood. 

RB: What would you say are currently the most important questions, problems or challenges 

confronting the understanding of consciousness? 

PC: as I indicated earlier, we need to understand the coordination problem much better.  That will 

help us understand how it is that consciousness can shift from moment to moment. Probably such 

an advance will depend on a much deeper understanding of the nature of attention. Attention is 

hard to study, but there are neuroscientists, for example Sabine Kastner and Michael Graziano at 

Princeton, and John Reynolds here at the Salk Institute, who work on attention.  Their research is 

probably going to be a very important part of the story of consciousness. 

Michael Graziano also has a theory about consciousness that I find rather intriguing. The basic line 

goes like this: one thing that brains do is build models -- of the outside world, of the social world, of 

the body. As we discussed earlier, the hippocampus is crucial in building a spatial model, which 

consists in mapping the spatial layout of the environment so the animal knows where home is, 

where food is, and so on.  Brains also have a model of the causal world of things that persists over 

time, so we expect red berries to taste good, spiders not so much. We also think, that the brain 

builds models of the inner world. It builds models of brain activities themselves – of pains, of feeling 

dizzy or sick or hungry, of emotions such as fear, anger and determination. Michael Graziano’s view 

is that one of the models brains construct is a model of attention, and that we use this model, (this 

network of representations) in understanding other people - what they are doing, what their 

intentions are, whether they’re angry, whether they’re kindly, etc. This model of attention is also 

directed towards oneself and what one is doing and thinking. So far so reasonable. He also 

speculates that this brain model of attention has certain illusory aspects to it. That is, the model 

doesn’t faithfully reflect the real mechanisms of attention in the brain, but it uses a kind of 

representation that is useful. In short, the brain does not know it is a brain made of neurons, of 



course, so its model does what it needs to do to get us by in everyday life. Note that spatial models 

and causal models can also have varying degrees of accuracy as well as some illusions.  According to 

Graziano, the model of attention our brains deploy confers a sort of ‘spookiness’ on consciousness. 

The model embodies the notion that consciousness is not at all like the body. This is the big illusion – 

it is the illusions that may be perfectly useful for the most part, but in science, the illusion makes 

people assume consciousness really is a spooky thing – that substance dualism is true, for example.  I 

tend to think, as I’ve said, that Graziano’s is a fruitful approach. Now, whether or not it will pan out 

in the long run, we have to wait and see. That is how science proceeds. 

As I mentioned, our brain models of the external world, of ourselves, do embody illusions. Here’s a 

wonderful illusion that I like: it’s very useful when you’re holding a tool, for example, when you’re 

holding a pencil and you touch the desk or a piece of paper, it feels like my sensation is coming from 

the end of the pencil, it feels like I can feel it at the end of the pencil! Or, if you’re running a backhoe, 

it feels to an accomplished backhoe worker that he has sensations at the tip of his backhoe.  Now, 

you know, of course he doesn’t. But, it’s a model that works very well for the backhoe operator 

because it allows him degrees of expertise and sensitivity and skill that he couldn’t otherwise have. 

The same is true of writing with the pencil. It’s an analogy to Michael Graziano’s point, namely, that 

our model of attention, may be fundamentally dualistic. That may be just fine for most purposes, 

because it may be a very useful way of proceeding much of the time, just as it is for the backhoe 

operator to feel like he can sense what’s at the tip of the backhoe. Once we know it works that way 

(if it does) we can explain why we intuitively tend to favour dualism even though scientifically, it is 

not at all plausible. I think that is a brilliant idea. 

RB: William James proposed that the mind should be studied, not only by the way of behaviour and 

brain function, but should also include introspection. Scientists have taken up the first two very 

keenly, but have been reluctant to take on the method of introspection or contemplative practice. 

There have been two and a half thousand years of contemplatives in both Eastern and Western 

worlds who have been studying the mind. Do you see any benefit in this method of enquiry? 

PC: I think there could be. If I may address the first part of your observation. Neuroscientists, like 

scientists in general, want to make progress. They want to design an experiment where you actually 

have meaningful results that push knowledge forward. If you were working with individual neurons 

and you want to know what happens to neurons in say, introspection, you really need to have an 

animal model. For ethical reasons, only under very special clinical conditions can you record from 

single neurons in a human. So let’s design an animal experiment.  What should we do? Well, you can 

see the difficulty. It’s hard to know what a rat might be introspecting. Interestingly, however, in the 

case of spatial memory with rats, we do know that when the rat is in deep sleep (not dreaming 

sleep), its hippocampus does rehearse the route it earlier travelled through a maze. We can see that 

because we can see the pattern of activity of neurones firing that’s just the same as when they are 

awake and running that maze. The place cells all line up just so. You can actually predict where in the 

maze the rat is imagining that it is. This is why I suggested earlier that the hippocampal research may 

well lead to breakthroughs in consciousness. The main reason that neuroscientists have not really 

focused on introspection is that at the two levels that we can currently access, namely, very low 

levels like neurones and very high levels like systems, animal preparations for introspection don’t 

work very well.  Even human scanning protocols are only a little revealing. Nevertheless, having said 

that, it is true that there has been interesting work scanning people who are meditating, and 

comparing meditation states with non-meditation states. We do see differences between novice 

meditators and veteran meditators, and these differences are probably relevant to consciousness. 



But, what we want to know is this:  what do the data  tell us about the mechanisms of 

consciousness? 

RB: Do you think consciousness can know itself? 

PC: That is an interesting question, and of course many people are worried about the “snake with 

the tail in its mouth” sort of thing!  Perhaps I’m being a bit thick here, but I don’t really see the 

problem. If I want to understand consciousness, I’m not going to be studying my own directly, but 

only indirectly. Initially, , I’m going to understand the consciousness of say, a rat, or a chimpanzee, or 

a marmoset, or you! Then I might generalise, and say, ‘Oh yeah, mine must be pretty much like that 

too!’ I already do this, for example, with regard to sleep. We know there are very specific 

mechanisms in the brain stem that make you drowsy, that have an affect on what happens deep in 

the brain in the thalamus that then has an effect on what happens in the cortex. We go to sleep, and 

we lose awareness Now, I haven’t done this experiment myself on my own neurones, but we think 

that because brain stem is very similar between rats and monkeys and humans, probably human 

sleep patterns are regulated in much the same way. 

I think the same is probably true of consciousness. We know, for example, that propofol, the 

anaesthetic, tends to increase the level of inhibitory activity that the GABA cells, which are called 

GABA because they use an inhibitory neurotransmitter, gamma aminobutyric acid. So, the GABA 

cells are up-regulated and the glutamate cells are down-regulated. Now, we see this in humans, we 

see it in rats, in monkeys, but can I infer that it holds for myself? Well, it’s a good bet. My brain 

chemistry and physiology is probably much like yours, and much like the humans on which the 

experiments were done. I think what people who fret about understanding their own consciousness 

are forgetting is that we can make a reasonable inference. Now, a reasonable inference is not 

equivalent to a mathematical proof, but most of life and most of science is governed by a reasonable 

inference. That is as good as it gets. And that is pretty darn good. My immune system is probably 

pretty much like yours, my liver is probably pretty much like yours. And I suspect my brain’s basic 

functions and principles of operation are pretty much like yours. If I can understand the mechanisms 

underlying attention - the shifts of attention, and why attention seems to shut down during deep 

sleep -- if I can understand that in a macaque or a marmoset, it’s reasonable that it’s going to be 

pretty much like that in me. 

RB: That last question was related to the introspection question as well. Thinking of ways of a 

neuroscientist, for example, who is studying a deep meditator who is in a state of, what Buddhists 

call “neither perception nor non-perception”. What is going on there, from two different points of 

view; from the meditator and from the objective observer on the outside? 

PC: It is interesting, and I’m a meditator too. I do a lot of yoga, and one of the great joys in my life is 

going into a ‘shavasana’ at the end. Yoga is a very meditative exercise for me, but with the 

‘shavasana’ you can really go in. It’s a wonderful experience. I love every bit of it and its good effects 

persist after class. Undoubtedly the effect is owed to my brain and I think those effects can be 

studied scientifically to get at mechanism.. 

In meditation I often experience immensely rich blues and purples that completely take over my 

visual field.  But, not everybody experiences colours; some people have other kinds of sensation, 

which itself is somewhat interesting. Not uncommonly, people during meditation have an 

experience that they might describe as erotic or sexual. I think this is probably related to release of 

endogenous opioids and cannabinoids. And an honest yoga teacher will admit “yes of course”. So, I 

think part of the joy and the pleasure in yoga, in the meditative finish of your practice, comes from 



this great relaxation that allows for release of the endogenous opioids and maybe oxytocin. Why this 

happens is unknown.  It would be cool to know. 

RB: How has meditating and doing yoga informed your research? Or is there a separation? 

PC: I wouldn’t say it’s informed it much at all. But I am mildly curious about its effects. I’m currently 

really fascinated by social behaviour in mammals and bird, including of course humans. One of the 

things that I’m very puzzled about is the relationship between hatred and aggression on the one 

hand, and pleasure on the other. It’s very clear, behaviourally, that, frequently people who are full of 

hatred for some others, derive enormous pleasure from the hatred itself. It feels good, it energises 

them, they feel great about it. In certain contexts that, “feeling good about it” is interpreted as the 

hatred being morally right and as a justification for doing terrible things. Sometimes doing those 

terrible things with a well-bonded group is truly exciting and pleasurable. There’s a revealing BBC 

interview with the head of a “firm” (basically a gang of football hooligans). Surprisingly perhaps, he 

seems to be a very likeable guy. He is reasonable, he’s articulate, and has a good job and a 

family.  He was asked, why do you like to go to football games and beat people up? He said, ‘I just 

love it, it gives meaning to my life!’ I do fear that this is probably true of most of us at a certain age, 

that we all have some of this pleasure in group-hatred of others.  I wish to have a deeper 

understanding of is why this is so,  and what neurobiologically is really going on I find it intriguing 

also to realize that in general extreme moral conviction probably depends on a blend of strong 

emotions typical of a certain stage of adolescent development, along with norms acquired from 

one’s tribe by approval and disapproval. Extreme moral conviction is not an apprehension of some 

transcendental moral truth, as Aristotle and Hume well knew. 

RB: That’s interesting considering what is going on in the world at the moment. 

PC: Well, it is. When you read the accounts of the activities of extreme Islamists and they appear to 

be having a truly wonderful time. Males closely bond with other males in the group, they’re running 

around hating infidels, blowing them up and carving them up; it’s the most fun they’ve ever had. It 

looks like their hate is pure joy.  It scares the socks off me. 

RB: Is that what you are working on now? 

PC: It is. I’m still deeply interested in many aspects of the nuts and bolts of caring circuitry and the 

changes to the deep structures in the brain, such as changes in the reward system that emerge as 

children learn norms. As we come to understand the biological contribution to moral norms and the 

learning of moral norms, it will help us understand the complexities of social life, including perhaps, 

why we hate and why we like to act on that hate in a strongly bonded group. The relation between 

hatred and pleasure is certainly something that I’m very struck by, and I know other neuroscientists 

are too. I believe it is important socially to get to the bottom of it. 

 


