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Richard Bright: To start off with, a brief question. How would you define intelligence from your 

standpoint? 

Murray Shanahan: I think in the context of AI, we probably need to distinguish between “specialised 

intelligence” and “general intelligence”. General intelligence is the capacity to perform the kind of 

tasks that we as humans can perform, that we think demands the intellect. It’s the ability to perform 

a wide variety, and an open-ended variety of these tasks, and to adapt to new tasks and new 

situations.  

RB: And artificial intelligence as you mentioned? 

MS: Artificial intelligence is often defined as getting computers to perform tasks that if performed by 

humans we would say demand intelligence. That’s a bit circular, but it’s difficult to avoid the 

circularity really. I suppose that if one were to go into it in a little more depth, I would say that it’s 

good to relate it to tasks and behaviour. A task or a behaviour requires intelligence if it requires 

learning, or planning, or search, or some combination of those things. 

RB: How are cognition and embodiment linked? 

MS: That’s a very good question. Certainly the biological brain is there to help the animal to get 

around in the world, to find food and mates and to avoid predators and so on, to be able to 

manipulate objects in the world, to help in those things. Cognition has arisen in nature, in biology, in 

order to subserve movement, of different sorts. That is something that only really makes sense in 

the context of the body. It can be argued that cognition and intelligence are inherently something to 

do with embodiment, the ability to move around in the world, and even our highest intellectual 

achievements are in some sense grounded in our ability to manipulate a wide variety of objects in a 

complex world. It certainly seems to me that biological intelligence is grounded in embodiment. And 

so, if it comes to trying to build artificial intelligence, then that seems like a very good place to start. 

RB: The embodiment could be within a computer, a robot? It needs a material? 

MS: By embodiment, in this sense, I really mean having a robot body. That means to say, some well 

defined chunk of matter that is the body, that can move around in the world and can manipulate 

objects in the world, that has a sensory apparatus, a motor apparatus and is involved in a 

sensorimotor loop of interactions with this environment. Basically, robots fit that description; the 

robots that we think of fit that description, and any animal fits that description. To some extent, self-

driving cars fit that description, they’re kind of embodied, they have all of those things; they’re a 

well-defined lump of matter, they move around in the world, they’ve got sensory apparatus, they’ve 

got motor apparatus, and they are part of a sensorimotor loop that interacts with the world. 

RB: And, as you say, an important aspect of any artificial intelligence is that it needs embodiment. 

MS: Well, I’m not sure that I’d go so far these days to say that it necessarily needs embodiment. We 

can build disembodied AI, for example, things like Siri and Google Now, these little personal 

assistants that are now getting very good at speech recognition. They are mostly pretty dumb in the 

way they answer questions, it’s just a kind of looking up things on the internet, but I think that will 

become increasingly sophisticated. So, that’s a kind of disembodied AI. Now, it’s not obvious that 

we’re going to get all the way to human-level AI, or artificial general intelligence in that kind of way. 

Maybe you need machine learning to build up knowledge and experience based on interaction with 



the world. On the other hand, there’s also so much data now available about interaction with the 

world, in the form of videos on the internet and pictures and text that can be analysed and learned 

from in a disembodied setting. It’s a kind of vicarious embodiment. So, a disembodied AI that has 

access to huge amounts of data like that can learn a great deal about interaction with the world 

from other people’s videos, from other people’s interactions with the world. 

RB: Do you think artificial intelligence robots will attain at some point commonsense? 

MS: Commonsense? Yes. I use the word commonsense to mean the ability to understand the 

consequences of one’s actions, both in the physical world and in the social world. To understand 

whether the consequences are good or bad, and what those consequences are. For example, if I 

knock a cup of water off a table, I can predict pretty much what is going to happen to the liquid and 

what kind of damage it might cause. We can form a pretty good picture in our minds of how 

everybody can reconfigure themselves, possibly in useful ways, possibly in harmful ways. Similarly, 

when we interact with people, we’ve got a pretty good idea, when we say things and do things with 

other people, of what the consequences are going to be in terms of their thoughts and feelings and 

so on. So, all of that I take as part of commonsense. Now, so far, we are not able to endow a 

computer with human-level commonsense like that, but I don’t see any reason why we shouldn’t be 

able to do that, and indeed embodiment, maybe the kind of vicarious embodiment I was talking 

about earlier on, combined with sophisticated machine learning is probably sufficient to do that. So, 

I see that coming in due course, yes. 

RB: And the sticky subject of free will? 

MS: Free will is a whole other subject, because of course we can argue philosophically about what 

we mean by free will even in the human case. So, let’s compartmentalise two aspects of the 

question. Whatever it is that you think is free will in humans, yes, I think it’s possible to endow AI 

with free will in that sense. Now, exactly when that might happen I wouldn’t like to speculate. When 

we might actually build a computer or robot, build an AI or robot, which we would want to grant has 

free will, maybe that’s fifty years off, a hundred years off, maybe for all kinds of reasons it would 

never happen. But, I think, in principle it’s possible. Of course, that is pushing to one side the 

question of what free will is, so I don’t have to come down on either side of the question of 

determinism or otherwise in order to answer the question that way, I think. 

RB: And you say that making judgements can that include making moral judgements? 

MS: Could we build a computer that can make moral judgements? Well, certainly. We can formalise, 

to some extent, certain rules, certain moral and ethical principles that we have. We can try and 

formalise them precisely and endow a computer with the ability to follow through with those rules. 

The law is actually a very formally codified set of rules. We can take a formally codified set of rules, 

such as we’d find in the law, and we can endow a computer with the ability to follow through those 

rules in that kind of way. Of course, if it did that, it wouldn’t be doing it because it felt that it was 

moral to do those things, it would simply be following the rules that we had given it. So, that’s an 

uncontroversial sense in which we could give an AI, or a computer, some kind of morality. A more 

controversial idea would be the notion that we could endow it with the real capacity for moral 

reasoning on the basis of empathy. If we suppose that ultimately morality comes down to the 

capacity for empathy, to understand suffering, and to some extent to understand what it means to 

be human, what human rights are; our understanding of these things we feel is grounded in quite 

deep intuitions. Whether we could endow a computer with these intuitions, in principle I think we 

could, but that’s a much more speculative, longer-term kind of thing. 



 

RB: The sense of purpose is incredibly significant in biological organisms, can that be said to be with 

artificial intelligence? 

MS: Yes. With all of these questions, I want to emphasise that there’s  a difference between what I 

think is possible in principle, what I think might actually happen in a hundred years and what might 

be around the corner! Self-driving cars are an example of something around the corner (so to speak). 

On the other hand, I think that AI that has free will, that we would want to ascribe free will to, or 

that we would want to ascribe the capacity for suffering to, or a sense of purpose, all of these things 

I think are possible in principle. But I don’t think they are around the corner, they may happen within 

a hundred years. There’s a good chance that within a hundred years we will build things that we will 

all be happy to describe in those terms. But, they are not around the corner. The same is true for a 

sense of purpose. Although, of course, again an interesting philosophical question is, to what extent 

is a sense of purpose something we read into something? And to what extent is it inherent in the 

thing itself? You could ask the same about many of these things, about free will as well. 

RB: Continuing on with ‘having something in principle’, a further example is the idea of the whole 

brain emulation. Could you say something about that?  

MS: The idea of whole brain emulation is that you form some kind of scan of the structure of the 

brain which is exquisitely detailed. You scan the brain so that you know exactly where all the 

neurons etc are. This is the brain of an individual specimen, a human, perhaps an animal. It’s easier 

to think of it in terms of a mouse. So, you scan the brain of a mouse to the point where you know 

every neuron it has, the location of every neuron, and very importantly, what the connections are 

between all the different neurons; what the characteristics of the individual neurons are. If you go to 

a fine enough, to nano-scopic detail, you can see what kind of neurons you’ve got and read off their 

signalling properties and their electro-chemical properties that give rise to their signalling 

properties. The same for the synapses; the synapses are the junctions between neurons, between 

axons and dendrites, which are the outputs and inputs of neurons. So, you want to map all of the 

axons and dendrites, the ‘wires’ that go between. You map all of that out using some kind of 

scanning technology. We’re thinking somewhat ahead, because we can do this at the moment with 

very tiny volumes of neural tissue. If we can do that for an entire brain, then we can reconstruct all 

of that structure in a computer and simulate it using equations that we already have, which describe 

how neurons behave quite accurately.  

For example, the ‘Hodgkin-Huxley equations’ describe the behaviour of neurons to quite a high level 

of detail. So, we use equations like that, and we run them on the computer and simulate the way 

these equations would work, in the same way we run simulations of the weather say, or of fluid 

dynamics. So, we run this simulation and then we should be able to read off exactly the same kind of 

behaviour, well, almost exactly the same behaviour that we would have got from the original brain. 

The next stage would be to embody this thing because, of course, brains expect certain incoming 

signals and expect to send out certain signals out to their motors. They expect to be immersed in this 

sensorimotor loop in their environment that we were describing earlier on.  

So you would like to build some kind of body for your simulated brain. It becomes a full-blown 

emulation that is not merely inside the computer, but can interact with the world and has causal 

powers; and this is very important. It has causal powers like the original mouse did, it can move 

around in the world, it can nudge cheese about, it can look for other mice and cats coming towards 

it and so on. A question then arises, to what extent is that possible? If it’s not possible, what are the 



barriers to doing it? Are there empirical reasons why we couldn’t do that? If you buy into a basic 

materialist picture of the brain, you have to think that there are no mysteries in the chain of cause 

and effect from what comes into the eyes and the ears and what comes out the motor neurones and 

causes the movements of the muscles. So, if there are no mysteries there, then you ought to be able 

to get the same behaviour. Now, if you have the same behaviour in your copy as your original, then 

you have to ask, why wouldn’t you call it intelligent? And, you can also ask, why wouldn’t you call it 

conscious? There are further arguments on top of this, but I personally would find it difficult not to 

ascribe consciousness to this ‘thing’, if its behaviour was indistinguishable from that of the original, 

especially now if we are talking about a human being; it not only walks around, but talks exactly like 

the original would have talked, cries and pleads and smiles. 

RB: So you would assign intelligence by these behavioural aspects? 

MS: Yes, I would indeed. 

RB: Would the Turing Test come into this? 

MS: This is a much more potent, much more stringent test than the Turing Test, because we are not 

just interacting with this thing. Say it’s a mouse, you can’t have a conversation with a mouse anyway, 

so the Turing Test wouldn’t be applicable. So, what you’re looking at is its outward behaviour, how it 

interacts with the world. Similarly, if you had - this is a philosophical thought experiment at this 

point -maybe we could do this with a mouse in ten years, but we’re not about to do this with a 

human just because of the sheer scale, the sheer number of neurons. But, if we were able to do that, 

then you wouldn’t just be talking to this emulated human, you would be watching them move 

around in the world and you would be seeing all kinds of behaviour which is not tested for by the 

Turing Test. I’m personally not a great fan of the Turing Test because it only looks at language as a 

means of evaluating intelligence. 

RB: If we think a long way into the future, and this could be done with a human, you would assign 

that intelligence or consciousness by the behavioural aspects of that copy? 

MS: Well, of course, those are two different things; intelligence and consciousness. You could take a 

philosophical stance where you are happy to grant intelligence to something on the basis of 

behaviour, but not consciousness. And, you could take a philosophical stance where you are happy 

to ascribe intelligence and consciousness to something on the basis of behaviour. Or, a third stance, 

where you might ascribe neither on the basis of behaviour; you might say, ‘Well, I know this is a 

machine, so therefore it is not really intelligence, it’s some fake version.’ I find that a very 

implausible position to take, I have to say, because something is carrying out a very sophisticated 

and complex task, and is perhaps doing better than you in some intellectual task, whatever job you 

might be doing, like a journalist or lawyer. I don’t think it would be any comfort to you to say, ‘Well, 

it’s not real intelligence, it’s just fake intelligence.’  

Now with consciousness it’s perhaps easier to take a philosophical stance where you deny 

consciousness to something on the basis of its behaviour. But, in the case of these whole brain 

emulations, you need to bear in mind that it’s not just behaviour, it’s also the whole causal structure 

that gives rise to that behaviour that is the same as that of the original brain; so, you’re not just 

looking at behaviour, in fact it’s basically the same functional architecture as the original. So, if you 

do grant consciousness to it, it’s not necessarily behaviourism because, you know that it works in the 

same way, even if the material substrate is different. 

 



RB: And it all relies on having a materialist standpoint. 

MS: Yes, if by that you mean subscribing to the view that there are no causal mysteries, or there are 

no mysteries in the chain of cause and effect between the photons that hit your eyes and the 

vibrations that hit your ears, and the movements of your muscles. Yes, I think that in the chain of 

cause and effect, there is nothing mysterious between those things. So, if that is what you mean by 

materialism. 

RB: Consciousness would be material reliant, not immaterial reliant? 

MS: Yes, I certainly would subscribe to that view. 

RB: I’m thinking of Susan Blackmore’s proposed question to one’s self, ‘Am I conscious?’ How would 

you know? 

MS: Absolutely, you wouldn’t know. But, of course, Susan Blackmore’s question is a little different 

because she’s not asking you to ask, ‘Am I the kind of being who is capable of consciousness versus a 

zombie.’ She’s not asking you to ask that question of yourself, she’s just asking you to interrogate 

your own level of consciousness at that moment, in the sense that if you are asleep then your level 

of arousal or consciousness is very low. She’s asking us to interrogate that level, ask ourselves what 

level of consciousness am I experiencing right now. 

RB: You mentioned the idea of sleep and conscious/unconscious in your book Embodiment and the 

Inner Life. You state that you wish to understand the nature of the conscious/unconscious 

distinction, and to begin to account for them scientifically. Can you just say a little bit more? 

MS: I should clarify that when I use the word, ‘unconscious’ there, I’m not talking about when-

you’re-asleep-type unconscious. I’m talking about where you’re awake but your behaviour is 

habitual. Your behaviour might be responding to stimuli in the environment, but you’re not actually 

able to report them because it’s just habitual behaviour. The classic example of this is when you are 

driving.  

In fact, I had an experience of this yesterday which was so striking that I was starting to worry about 

myself! I was travelling on the tube from Tottenham Court Road to Gloucester Road, which involves 

a change at Leicester Square to the Piccadilly Line. I got on at Tottenham Court Road and the next 

moment I found myself getting off after I had gone one stop. I got off with a view to changing to the 

Piccadilly Line, to discover I’d already done it! So, I was one stop down the Piccadilly Line and my 

mind had wandered completely and I really did try and think back to see if I could remember 

changing the line. It’s a change I’m pretty used to, I don’t have to look at the signs or read anything, 

so I just did this totally unconsciously. So, that’s the sense of unconsciousness I meant. 

That is an extreme example, but I think we’ve all had it when driving a route you are very familiar 

with. Obviously, your brain is engaged in the activity; you wouldn’t make it from A to B at all if there 

wasn’t all kinds of complex sensory processing going on, but you might not be able to report all of 

this. In that sense, it’s unconscious.  

So, there are two quite distinct modes of processing in the brain there. Interrogating the difference 

between the two modes is really very instructive. That’s basically the kind of methodology that 

Bernard Baars proposes for studying consciousness. Baars proposed the Global Workspace idea, but 

there is also this contrastive analysis experimental paradigm he proposes. You could do contrastive 

analysis of this sort and come up with a different proposal to Global Workspace Theory. You’ve got 



the experimental methodology on the one hand, when you come to Bernard Baars’ work, and you’ve 

got his hypothesis, which is a separate thing. Here we are talking about the experimental paradigm. 

RB: It could be said that, what has determined our humanity is the trajectory of our technology. How 

do you think we will interface with technology in the future? 

MS: I want to distinguish clearly between different kinds of artificial intelligence technology. There is 

the more specialist AI technology which does particular tasks, versus artificial general intelligence of 

a human level, which can do all the things we can do and can learn to do stuff from scratch; quite 

different things. Confining ourselves now to the specialist AI technology, this doesn’t really raise 

anything like the philosophical questions that we were talking about earlier on. However, I think that 

over the next ten years we are going to see, we are already starting to see, significant advances in 

that kind of specialist AI technology that are going to find their way into our lives. Again, good 

examples of that are self-driving cars and personal assistants like Siri. Maybe we will start to see 

smarter household devices, like robot vacuum cleaners, which are going to become more and more 

sophisticated. Maybe our whole house is going to become increasingly tech-enabled. We might 

gradually have a seamless experience of interacting with the technology via very intelligent-seeming 

interfaces which can talk to us and so on. Now, it won’t take long for us to find out the limitations of 

those interfaces; nobody is going to pretend that there’s going to be anyone at home when we talk 

to these things, but I think we are going to have quite a dramatic change in the way in which we 

interact with technology; there’s going to be a lot more intelligence there, and that’s going to be a 

big part of how we use technology over the next ten years. 

RB: What are currently the most important questions or problems and challenges to the 

understanding of artificial intelligence? 

MS: It depends on what you mean exactly. I think there are challenges in the way that we use the 

technology which is unfolding now; so, the near-term, by which I mean ten years as a time period. 

Then, I think we have to think carefully about how we use that technology, because we don’t want it 

to be too intrusive into our lives. We don’t want it to be making decisions, inappropriate and bad 

decisions on our behalf, we don’t want it to intrude on our privacy too much, and we don’t want it 

to shape our humanity in ways that are harmful! All of those things we need to think about quite 

carefully. I think there are enormous benefits of this kind of technology, and it’s very, very exciting, 

but at the same time, we have to think about those kinds of things.  

Then there’s the whole issue of autonomous weapons. AI is a technology, like many technologies, 

that can be used for good or ill, so we have to manage the way we introduce it into society carefully. 

So, there’s one kind of issue, that’s one thing. A separate issue is, suppose we do want to build these 

human-level AI’s for whatever reason. That’s a longer term prospect. It may not happen for several 

decades, or a hundred years, or maybe it will never happen, but what are the barriers to doing that? 

Why is it such a tricky problem? We already mentioned commonsense, I think that has been, in the 

history of artificial intelligence, a major barrier. We just haven’t figured out how to endow 

computers and robots with commonsense. Yet. I think that will gradually be cracked.  

Then, we’ve also got creativity. And, by creativity I don’t mean the kind of thing that we see with 

Picasso or Mozart, or these great geniuses, I mean the kind of thing we see in every child that is 

capable of drawing an amazing picture, or learning even to tie their shoelaces. It seems like a 

learning process, but in fact, the way that human’s and animals learn involves a lot of creativity, it 

involves experimentation… 

 



RB: And play. 

MS: And play, absolutely. Play is absolutely central to creativity. Whether it’s play in the physical 

world, or play in your own mind. Play is not just randomly flailing around, it’s cleverly directed in 

many ways. And yet, somehow we manage to find in this enormous combinatorial space of 

possibilities, useful and interesting stuff. We don’t quite know how to endow computers with that 

kind of capacity for invention and innovation yet, and I think that is a pretty tricky one. It’s one of the 

conceptual breakthroughs I think we need to make if we are going to get there; maybe it will be 

made in ten years, maybe in twenty five years, maybe it will take more than that, I don’t know. 

RB: What are you currently working on? 

MS: I’m actually doing an awful lot of meta-level commentary stuff at the moment. This interview is 

actually representative of a lot of the things I’ve been doing recently. I’ve also got a book coming out 

in 2015 on the technological singularity, which is discussing many of these issues. 

RB: When is that coming out? 

MS: In July. It’s already written actually. It’s slightly frustrating because it’s already been written and 

submitted, but they seem to take ages to actually produce these things. So, that’s taken up quite a 

lot of time.  

On a more technical level, what I’m interested in is related to this issue of play; playfulness in the 

brain. I’m interested in neurodynamics. That’s the extraordinary variety of phenomena we see when 

we look at neurons and their behaviour and the way they behave in concert together. We see all 

kinds of phenomena; waves of activities, synchronous activity, flashes, and avalanches and bursts, 

and all kinds of interesting stuff; an enormous variety of patterns and interacting patterns that we 

see when we look at the way neurons behave. I’m interested in trying to understand that better, and 

trying to model it on the computer; with my students, we work with building computer models of 

that kind of thing. 

Certainly you can make computers playful in this kind of way. You may have heard of the company, 

‘Deep Mind’, who were recently bought by Google? One of the great demos they had was of their 

deep reinforcement agent, which is able to learn this suite of retro Atari games, for example, space 

invaders, breakout and pong. It learns these things through a technique called reinforcement 

learning. Reinforcement learning is basically playing. It just tries out all different kinds of actions and 

looks at how successful they are in terms of what reward they get for them. They basically learn how 

to play the games by doing that, by trial and error.  

That is a very narrow range of actions, of what is possible. The amazing thing that we humans are 

capable of inventing completely new kinds of activity, and that’s really something we don’t know 

how to get computers to do. 

RB: And also learning by failure. 

MS: Absolutely. These things really do learn by failure, because they are really rubbish to begin with! 

They are getting very bad scores and getting blown up all the time, so that is certainly a part of it. 

The thing is that, children, when they are playing with, for example, Lego, it’s very different to 

learning to play an Atari game. When they are playing with Lego, or just the kind of junk you find in 

your garden, then it’s totally open-ended; they can do incredibly inventive, open-ended things. 

There isn’t a set of rules. Whereas, when you are playing a computer game, even if it’s a really good, 

fun game, it’s a pretty narrow set of options for what you can do. Actually of course, games are 



getting more and more sophisticated, so that’s less and less true. In a thing like Minecraft that’s 

perhaps not true anymore, but that’s less of a game than an environment. But, in these Atari games 

it’s very, very narrow. 

So, the short answer to your question is, I’m interested in play! 


